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1. Introduction

Laser technology is the manufacturing model that achieves the most precision and speed
compared to any other production system, satisfying the rapidly growing demand for a
high-quality operative performance [38]. Nowadays, various processes include laser
manufacturing, such as laser cutting, cleaning, material processing, welding, engrav-
ing, coating, etc. This technology, however, requires much expert knowledge to achieve
desired results, different laser parameters must be adjusted to optimize the process ac-
cording to the primary purposes.

Let us to consider the example of laser ablation, the process of removing parts of the
surface in laser manufacturing. Depending on the parameters, it can produce different
industrial results, such as laser marking, engraving, texturing, cleaning and cutting.
Every process has preliminary steps and starts with the work definition for the laser,
designed in the 3D CAD editor, that can include different geometrical shapes, codes,
drawings, and texts. Afterwards, every component and parameter in the setup must
be initialized. Usage of different devices requires configuring the calibration between
them for the proper operation. Many systems require the automation of continuous
laser processes, which include several devices simultaneously. Finally, manual tuning
of the laser parameters such as wavelength, beam diameter, focal area, laser power and
scanning speed for the specific type of process is typically required.

Reduction of manual work in the multi-step laser processes leads us to the field of Ar-
tificial Intelligence (Al), where machine learning methods have been mainly used for
laser parameters optimization. Examples are the tasks of the quality monitoring [14] or
temperature and density parameters prediction depending on the laser path [22]. De-
spite the variety and complexity of parameters to control the laser, laser manufacturing
systems are often presented as the combination of multiple commonly used components
that play significant roles at each step of the production. These components are the laser
scanner, sensors to ensure repeatability to evaluate the quality, software to create the
laser process content, movable stages to position and transport the workpiece, and oth-
ers depending on the domain and purposes. Control of such a multi-system requires
manual configurations of how these components interact with each other to complete
the job. It inspires to seek for automation to reduce the dimensionality and complexity
of the process and eliminate a tedious manual work of adjusting the system with every
new component in it.



We propose an approach to encapsulate every component of the laser-based manufac-
turing into a separate container to build the distributed microservice system. We use the
Kubernetes [13] orchestration tool to deploy and manage the services efficiently. We
introduce the Reinforcement Learning (RL) approach to control them for the specific
laser manipulations.

RL is a branch of machine learning focused on goal-oriented problems, taking roots and
inspiration from human behavior. Humans pursue a new skill by practicing and repeat-
ing different sequences of actions and exploring, which leads closer to the goal. We
have failures and successes again and again until we learn how to perform it right. The
same core idea lies in the reinforcement learning approach. In contrast to the other well-
known machine learning techniques, an RL agent solves the task by iterative interaction
with the environment without any knowledge or help provided. The field has gained
much success in the past years by proving the capability of agents to solve complex
tasks in gaming, robotics, process optimizations, and algorithms.

The microservice architecture helps to completely detach the hardware components
from the process, bringing the flexibility and ease to scale or adjust the laser system
elements for the specific goals. It means we can easily change or substitute the compo-
nents, add new devices into the system, or significantly facilitate it. Writing machine
learning algorithm for each end every specific hardware setup requires a lot of expert
knowledge of all the aspects of the hardware and process. An RL agent perfectly fits
into such a system, where independently of the environment, it learns how to control the
devices to complete the laser process task. More complex and multi-component systems
will, however, require a longer duration of the learning process. An RL approach may
benefit significantly from learning the same tasks in a modified laser-based environ-
ment. We propose the usage of Transfer Learning (TL) in RL, which can significantly
optimize learning tasks in changing or more complex environments by using success
knowledge on similar sets of services.

We conduct a set of experiments to prove the usability of the reinforcement learning ap-
proach in distributed laser-based systems. The focus of the research is in the complexity
of the laser setup, therefore we chose a simple task of pointing the laser at the target lo-
cation on the workpiece. First, the agent is trained to accomplish this task in the simple
setup consisting of just the laser scanner and a camera to build the first environment to
show the robustness of the learning in the real-life system.

Due to an unrelated critical machine failure most of the further results were gained on
a simulated environment. By expanding the environment with an additional common
actuator in the system, we complicate the problem with the interaction of both devices.
We suggest using TL approach to improve and accelerate the learning process of a com-
plex task using the knowledge of solving it in more trivial environments. The benefits
of TL approach is compared with the results of learning the difficult task from scratch.



In this research, we build the pipeline of experiments to explore if the transfer learning
in RL can indeed be an optimization tool in laser technologies and provide the base and
inspiration to reduce the amount of preliminary manual steps in any laser-based pro-
duction system. We demonstrate that transfer learning approach can indeed benefit and
facilitate the building of more complex laser systems while leveraging the success in-
formation gained in the previous domains with the same or different set of components.

The reader of this thesis is introduced to the background of reinforcement learning,
transfer learning, and software architecture for distributed laser systems. Afterwards,
we summarize the related work about optimization methods in laser manufacturing and
different types of transfer learning. Next, the subsequent chapter explains the envi-
ronment for experiments, techniques, and tools used in this research. In chapter 4 we
describe conducted experiments and evaluate the benefits of transfer learning as an au-
tomation tool in multi-step laser processes. Additionally, we propose various directions
for future work for deeper investigation and real-life results. Finally, chapter 5 sum-
marises the work of the thesis.



2. Preliminaries

This chapter introduces the reader to the basics of reinforcement learning and deep RL.
Then, we it explains the Transfer Learning (TL) approach more in detail, which helps
the agent facilitate learning of new tasks with the reuse of the knowledge from already
learned similar or related problems. We revise the work in the field of optimization of
laser systems, where the primary tool is machine learning. Since transfer learning in
RL is not a commonly used automation approach in the laser manufacturing field yet,
different implemented transferring approaches are summarized as the related work.

Then we present the techniques that are used from the software development perspec-
tive, such as microservice architecture, Docker container, Kubernetes, and OpenAl
Gym, to create a stable, convenient, and distributed environment.

2.1. Reinforcement Learning

Learning from the human perspective is the interaction process with the environment,
where the chain of cause and effect gives us the information on how to achieve specific
goals. We discover the influences from our behavior and learn how to perform better to
satisfy our needs. This is the core idea behind Reinforcement Learning.

2.1.1. Background

Unlike supervised and unsupervised learning, RL is the form of machine learning that
has neither predefined data nor any supervision. Instead, an agent or a machine interacts
with the environment itself and learns from trials and errors. After performing an action
in the environment and changing its current state, an agent obtains a reward as the single
evaluation of an action choice to successfully accomplish the task. The final goal for
the learner is to discover the mapping between states and actions to maximize a numeric
reward signal.



Formally, a reinforcement learning task can be considered as the training problem that
satisfies a Markov Decision Process (MDP) [7] and can be presented as a tuple of M =
(S, A, T,R,~), where:

* S is the space of possible states in the environment.

* A is the space of available actions for an agent to perform in the environment.

T: Sx AxS — [0, 1] is the transition probability distribution, where 7'(s, a, s') =
P(s'|s, a) indicates the probability of the state transitioning to s’ after following
action a 1in state s.

R: S x A x S — R is the reward distribution, where R(s, a, ) is the reward, an
agent receiving by following an action « in the state s with the next state being s’.

* ~ is the discounting factor in the range between [0, 1]

As formulated in the book of Richard S. Sutton and Andrew G. Barto [18], reinforce-
ment learning consists of fours main components, beyond an agent and the environment.
A policy (s) is a mapping between states, that the agent observes, and relevant actions
to take, when it is in that state. It defines the decision-making behavior of the agent at
any possible state s € S. There are two types of policies defined in the reinforcement
learning: deterministic policy, when a single action is taken at a specific state a = 7(s)
and stochastic policy, that gives the probability of taking an action a at the certain per-
ceived state s p(als) = m(als).

A reward signal is the action evaluation and the only way for the agent to improve
over time and to learn a good behavioral policy. At any given time the agent takes an
action in the environment and receives a reward (numeric value). The core goal of the
reinforcement learning agent is to maximize the cumulative reward it receives over the
long run in the environment.

The reward gives the immediate signal about how good the chosen action is in the given
state and how close it leads to solving the problem. The next main component, a value
function V. (s) = E,[G|S; = s], points out how good it is to perform a certain action in
that state, taking in account the future rewards G, after following the policy 7. Conse-
quently, the action-value function can be defined as Q. (s, a) = E;[G|S; = s, A; = a],
that indicates the expected return if the agent performs action a, following the policy 7.
The immediate reward in the current state can be low, whereas the value is still high,
since it leads to other states in the future with higher rewards, and another way around.
Therefore, the value function is the pivotal component in decision making process, since
it gives the suitable policy with the actions, that acquire the greatest number of rewards
in the future.

The last component is a model of the environment. It provides the behavior of the envi-
ronment in terms of how different states lead to a reward or how the environment will



alter after performing a certain action by predicting the next state-reward pair. Models
are mostly used for planning, when we consider future situations before the agent ex-
periences them itself. Not all systems include the model, thus methods for solving the
reinforcement learning tasks are divided on model-based and model-free methods.
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Figure 2.1.: Agent interaction with the environment.
Source: [18].

The described components emphasise the main differences of the reinforcement learn-
ing from all the known computational approaches. RL allows the agent to complete
the task by learning through the interactions in the environment without any given la-
bels or definitions of the world and behavioral model, as depicted on the Figure 2.1 and
described further.

Ateach sequence of time ¢ = 0, 1, 2, 3, ... the agent perceives some representation of the
environment’s state s; € S. A state depicts all the information about the environment
available for the learner. Based on the current state the agent selects and performs an
action a; € A, where A is the set of possible actions, receives a numeric reward r; €
R C R and transits to a new state s;.1. The consequence of the described pipeline is the
mapping or an agent’s policy m;(a|s), that it tries to learn to complete the task from every
possible state in the environment. Therefore, the reinforcement learning algorithms
focus on how the agent changes and improves its policy depending on the interactions
with the environment, where the final goal of every task is to maximize the sum of
discounted rewards it receives Gy = Ry + YRipo + V2 Rigs + oo = S 1 oo [V Resira],
where v is the discount rate. Since most of the methods evaluate the value function
as the estimation of the future rewards the Bellman equation [18] is presented as the
generalization and a central element of any RL task:

Va(s) =22, mlals) Yoy, p(s' rls, a)[r + yux(s')] (1),
where S; = s, S;41 = &/, r is a reward value



The Bellman equation reveals the relationship between the current state value and the
values of its successor states. With an iterative approach the Bellman equation gives an
opportunity to calculate the values of all states in the environment. The solution of any
reinforcement learning task is the policy that gains the maximum total reward over the
long run or the largest expected return. This return is called the optimal value function
and a policy with those value functions is optimal.

There are exist three main approaches for solving the reinforcement learning problems
[18]. They have become the base for all existing modern algorithms. The methods differ
depending on the knowledge about the model.

Dynamic programming (DP) approaches are used to compute an optimal policy with
the full model given and presented as a finite MDP. It includes methods like policy
evaluation, policy improvement, policy iteration and value iteration.

In contrast, Monte Carlo methods do not require the complete knowledge of the en-
vironment. Instead they estimate the value functions and discover policies only from
sampling the experiences. Two approaches are used within Monte Carlo algorithms:
off-policy and on-policy.In the off-policy method an agent learns the target policy while
acting in the environment with the use of the collected experiences in the behavioral
policy. In the on-policy method target policy is the behavioral one, hence an agent is
trying to improve or evaluate a single given policy for the decision-making process.

Finally, the Temporal-Difference (TD) learning approach is the combination of the ideas
mentioned above. TD learning just as Monte Carlo methods allows to learn from just
the experiences without the knowledge about the model, and like DP it can update the
estimated values based on the other learned estimates (bootstrapping). This approach
is the main foundation of the well-known and widely-used reinforcement learning al-
gorithms like on-policy Sarsa[4] and actor-critic[5], and off-policy Q-learning and R-
learning[18].

2.1.2. Deep Reinforcement Learning

Deep Reinforcement Learning (deep RL) idea lies between the combination of rein-
forcement learning framework and deep learning fields of artificial intelligence [17].
Such a union is capable of achieving the high success in learning a wide range of com-
plex tasks. RL that comes together with the deep neural networks can outperform human
experts in Go board games [12], Atari video games [19], Dota-2 [33] and is progressing
rapidly in a broad scope of new applications in robotics, autonomous driving, medicine
and other areas.

Deep RL is using artificial neural networks as the function approximators in the tasks
with the large action and/or state spaces, that can not be fully known. Neural networks



can approximate value function V,(s) or ¢,(s,a) and a policy 7 function. Instead of
using tables as in the environments with the small action space, the network is trained to
predict which action to take at the given state, or how close the agent will be to reaching
the goal after taking the certain action.

2.1.3. Transfer Learning

We concentrate our interest on reducing the manual labor of the multi-step laser ablation
processes, which often include much manual expert work to set up different devices to
collaborate appropriately.

RL achieved notable success in learning specific complex tasks within a constant en-
vironmental setup. However, due to the limited generalization, the slight variation of
a learned task or modification of the action/state spaces is considered a new RL prob-
lem, therefore is learned from scratch. Consequently, the shortage of generalization and
abstraction between different but similar tasks for efficient learning launched the new
research topic called Transfer learning (TL) in reinforcement learning. The core idea
behind it is to succeed in a new farget task with effective reuse of an already learned
similar source task from the previous experience. The knowledge transferred between
these tasks will accelerate the learning duration of a complex task.

According to Z. Zhu and K.Lin [32] transfer learning can be explained as following:
with the given domain of a source task M and a target task M;, transfer learning purpose
is to learn the optimal policy 7, of a target task by utilizing the exterior information
Dy of M, and an interior information D, from M;. Transfer allows to approximate the
mapping between states and actions of a target task with the use of deep neural networks,
trained both in the source and target tasks.

The research in the field proves that transfer learning brings many benefits, such as
higher starting accuracy on the new learning task and faster convergence. However it
still challenges researchers to investigate on how the agent can solve all the tasks within
the knowledge transfer. This includes the selection of an approximate and appropriate
task to leverage an information from for efficient training of a new problem; learn the
relation between problems; effective transfer of knowledge between tasks. The key
element in transfer learning field is the metrics to evaluate the agent performance. In the
Table 2.1 we describe some of the existing and used metrics, collected in the work of
Matthew E. Taylor and Peter Stone [6], that measure the speed and quality of learning a
new task after receiving the past knowledge. We additionally visualized them on Figure
2.2.

Every element of a RL task, presented as MDP problem, such as the action probability
distribution of an expert policy, a set of expert experiences, or even a potential function
that estimates the quality of state and action pairs, can be transferred to the new learn-
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Metric Definition

Jumpstart The initial agent performance in a target task
with and without transfer.

Asymptotic Performance The final agent performance in a target task with
and without transfer.

Total Reward The total agent reward with and without trans-
fer.

Transfer Ratio The ration of a total reward with the use of

transfer and without.

Time to Threshold The time to reach the pre-defined successful

performance with and without transfer.

Performance with fixed train- | Performance accomplished by the agent after

ing Epochs a certain amount of iteration with and without
transfer.
Performance Sensitivity The divergence in returns with the use of vary

hype-parameters with and without transfer.

Table 2.1.: Different main metrics for measuring TL approach [6].

ing task. Depending on it, several approaches to perform transfer learning have been
developed over the years and assembled in the survey of Z. Zhu and K.Lin [32].

* Reward shaping. This approach requires the minimal changes in the task repre-
sentation and involves only the reconstruction of the reward function for the target
task. The reward distribution may also be improved over time to guide an agent
to the desired trajectories.

M= (S, A, T,v,R)— M = (S,A,T,v,R),
where R’ = R+ F,
where F': S x A x S — R is the reward shaping function.

There exist four methods of the reward shaping approach in TL: potential based
reward shaping, potential based state-action advice, dynamic potential based and
dynamic value-function advice.

Learning from demonstrations. This technique represents transfer in terms of
set of demonstrations or set of tuples (s, a, s’,r) € Dg, that can appear from dif-
ferent sources, such as human, optimal policies or previously visited states. The
core idea behind the learning from demonstrations is to navigate the agent towards
the actions, that can significantly improve its policy. It can be applied offline as a
pre-training process before learning, or online as sampling some transitions from
the demonstrations while learning. Depending on the knowledge used for trans-
fer between related tasks, different frameworks can be applied, such as policy

11
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transfer.

iteration, Q-learning and policy gradient.

Policy transfer. The technique states for transferring learned (expert) policy from
the source task to the target task domain to facilitate learning. Several expert
policies from different tasks can be leveraged. There are two main approaches for
policy transfer: policy distillation and policy reuse.

The policy distillation method ensembles expert policies from several source tasks
to a single target by transferring it in a supervised learning manner. The target
policy 7y is then learned by minimizing the divergence of action distributions
between itself and an expert policy 7.

In contrast, policy reuse implies the direct utilization of an expert policy. During
the learning process the policy to follow is chosen depending on the probability
distribution P, that is an expected performance gain of each policy in the target
task domain.

Inter-task mapping. Methods of that approach are functioning under the as-
sumption that there is always a one-to-one mapping between any source and tar-
get MDP and trying to perform the knowledge transfer by learning the mapping
function between the source and target domains.



* Reusing Representations. Instead of learning the mapping function between
tasks, this method simply reuses representations from the previous tasks to train
a new one. Different types of neural networks were proposed to assist transfer
while learning, such as progressive neural network, PathNet, etc.

2.1.4. Related work

This section summarizes the related work about artificial intelligence development in
laser manufacturing and transfer learning as an optimization tool.

Al in Laser Manufacturing

Artificial intelligence has been successfully making its way into laser-based manufactur-
ing systems. The diversity of laser parameters gives significant flexibility to the system
to work and process different tasks and materials. However, adjusting those parameters
for each manufacturing process is complex and time-consuming. The control over the
quality of the laser process in real-time is another challenging problem. That is where
machine learning methods have been predominantly used for optimization purposes.

One example is the Laser-Based Powder Fusion (LPBF) process, which can produce
complex metal geometries. LPBF design geometry differs quite significantly from the
conventional manufacturing processes. It consists of self-supporting walls, a large ra-
dius, thin walls, overhangs in holes, and approximately 130 different parameters in-
fluencing the laser process. Due to many constraints of the LPBF process, a machine
learning model using a neural network was conducted to assess the manufacturability
of the specific geometrical design on the given surface [23].

David Miller et al. [34] presented a method to identify defects in the structure during
Laser-Based Additive Manufacturing (LBAM). LBAM melts metal layers of the mate-
rial using lasers to form a specific design. The formation of defects is quite common
since multiple laser parameters influence the process’s stability and quality. The crit-
ical feature of LBAM is the channel built when a pulse of laser power combines with
powder to create a part of the material’s structure. This channel is called a melt pool
and is influenced by the laser power and material being used. The research proposed an
IoT-based setup that includes a thermal camera to record information about temperature
distribution through a melt pool, which is then used by an unsupervised machine learn-
ing method to predict defects in the structure. It proved that a cheap IoT setup could be
a suitable way to monitor the manufacturing process; however, it lacks an understanding
of how specific parameters influence the quality and lead to defect formation.

Reinforcement learning is not a widely used tool for optimization purposes in laser-
based manufacturing; however, some work has been done to prove its applications fea-

13



sibility and benefits.

The research of Evgeny Kuprikov et al. conveys the motivation similar to our interest.
They conveyed that creating a machine learning model for performance improvements
and process control for every particular laser system requires a tremendous effort of
parameter tuning [26]. So does the adjustment and calibration of different devices for
proper operation in our research. Since there is a lack of a universal solution, the authors
saw the potential of reinforcement learning in the example of controlling the generation
of dissipative solitons in fiber laser systems. Dissipative soliton is the form of nonlinear
interactions of waves generated and distributed by the laser source. The goal of the RL
agent was to self-tune laser components, such as bandwidth and wavelength, to achieve
a stable single pulse regime. It demonstrates the ability of the reinforcement learning
agent to generalize the knowledge about the laser system to find optimal conditions for
stable laser pulse generation.

Markus Schmitz conducted a research in the laser welding field linking supervised meth-
ods and reinforcement learning [29]. Optimal parameters for laser welding traditionally
are defined through a lengthy manual calibration process, performed by trials and er-
rors. The researchers proposed an automated solution of an intelligent adjustment of
parameters before the laser welding process with the use of reinforcement learning.
Assessment of the process quality with chosen parameters is done via the supervised
learning method and then is used for reward shaping of the agent. Due to the complex
industrial nature of the laser welding process, the training had a lot of limitations; nev-
ertheless, it proved the concept of using RL at a production lever deployment. This
work relates significantly to our objectives. We extend its motivation and claim that RL
can be used to adjust and calibrate all system components autonomously to complete a
specific process.

Ch. Knaak et al. [36] used a reinforcement learning model to learn an optimal policy
to identify suitable parameters for the laser powder, depending on the roughness of the
layers. The assessment of the surface roughness was predicted with convolutional neural
networks (CNN) and ranked as the reward signal for the RL model. As the preliminary
study shows, the RL agent should be further investigated as a reliable and effective
model for laser powder monitoring in real-time environments. Moreover, including
transfer learning into that system in the future can help leverage the knowledge from the
physical simulators, which potentially leads to the significant reduction of experimental
data.

Another example is collected from the laser welding process. Masinelli et al. investi-
gated the possibility of using the RL model to control the laser power to reach a refer-
ence welding quality autonomously [27]. The model was extended to the three compo-
nents: the encoder that provides sensory input, a smart agent that chooses an action in
terms of the laser power parameter, and a feedback network, that assigns the reward to

14



every action. Due to the limited observability of the laser penetration into the surface,
it is hard to derive the reward from the environment. Therefore, the feedback network
was used, which is presented as a deep convolution neural network (DCCN), capable of
controlling the quality of the welding process in real-time. This work again shows the
RL model application since it managed to learn the control policy for the high-quality
welding process independently on the state and without any knowledge given. Further-
more, it gives prosperity for future work in the field - adding more sensors as the input
or create more complex conditions.

Despite the application of RL is shown as the optimization tool for different processes,
it is mainly focused on the autonomous adjustment of the laser parameters to produce
relevant results. There is no work on extending the agent action space beyond the
laser parameters to learn how to accomplish the task in the conditions of the chang-
ing environmental setup. We believe that we can establish a promising platform for
multi-component systems optimization using transfer learning in RL. Due to the nov-
elty of this research, we focus our interest on different approaches outside of the laser-
manufacturing field to accomplish knowledge transfer from one task to another.

Transfer Learning

TL has been successfully applied in different fields. One example is DARLA [39],
that learns the robust policy from the source domains, which shows significantly good
performance in the modified target domain. The algorithm achieves that result in three
steps. First, it learns how to parse the world representation into basic features. Second,
the algorithm leverages the visual representations, learned in the previous step, to train
the robust source policy. And finally, it demonstrates the stability of the source policy
to domain modifications, meaning it generalises with a slight drop in performance in
the target domain and does not require an extra fine-tuning. This work demonstrates the
transfer approach, based on disentangled representation learning.

An interesting method of the fast shared policy learning for an efficient transfer between
tasks was proposed as TESP [21]. It follows the meta-RL idea [41], where the meta-
learner was learned from the set of different small tasks to facilitate accomplishment of a
novel problem. However, the motivation behind TESP is to offer an algorithm for better
extraction and learning of shared information between tasks as well as their unique
properties. It introduces the new component named task-encoder, that is optimized by
the meta-learner for every new task. At the same time, TESP trains a shared policy
across all tasks. This specifies two main pipelines of the method - application of the
meta-learner to extract the distinctive properties of each task, and train the shared policy
to describe the commonness between them for better performance and faster adaptation
to the new tasks.

15



Hierarchical reinforcement learning (HRL) [2][42] is another promising area of gener-
alisation and efficient learning of novel problems. It decomposes the complex reinforce-
ment learning task into the hierarchy of small and dependant on each other sub-tasks, so
that learning of a child task contributes to the learning of a parent one by leveraging the
past knowledge. Inspired by that approach, another example method in transfer learning
ISA [25] shows the ability of learning and executing small tasks (minimal automaton)
from the observations perceived by the agent while interacting with the environment.
ISA benefits from the simple HRL in the way that it fully automates the process of the
task decomposition.

Knowledge of HRL can also be transferred between problems, as revealed by the re-
search of Christian Scheiderer et al. [24]. They conducted training of an agent with
two hierarchical levels to master motor skills in an industrial robot simulation. The
low-level policy with learned skills was then transferred to the new robot environments,
including some more complex obstacles and objectives. This study, in general, showed
a significant improvement in the sample efficiency with the use of pretrained transferred
layers; however, the performance significantly depends on the task decomposition and
relation between environments.

Games as one of the challenging tasks in reinforcement learning likewise require new
and efficient methods for solving problems in the field. One of the most important
approaches, discovered within the video gaming field is policy distillation [9], that is
used as one of the main methods for transfer learning. Policy distillation extracts the
policy of the learned task and transfers it to the neural network of the untrained agent,
that makes it smaller and more efficient. This method has several advantages such
as: dramatic reduction of the neural network, thus less extensive training is needed
to accomplish the novel task; few expert policies can be combined together; real-time
(online) distillation is possible.

The policy reuse technique established the Probabilistic Policy Reuse algorithm (PRQ-
Learning, PRQL), which balances the exploitation of the expert policy, exploration of
randomly chosen actions, and exploitation of currently learning policy [3]. The authors
introduced two central ideas behind PRQL. First, they include a given expert policy into
the exploration strategy using probabilistic bias. The -reuse approach follows the expert
policy with probability ¢, and exploits the currently learning policy with a probabil-
ity of 1 — ¢. Every step of an episode ¢ value is decayed by a parameter v. Second,
the algorithm allows reusing the library of expert policies by introducing the similarity
function that assigns the reuse gain to every policy, e.g. how useful it is to follow a par-
ticular source policy in the episode with respect to a learning one. PRQL demonstrates
a significant improvement in learning performance over exploration strategies that learn
from scratch.

16



Policy transfer requires measuring the similarity between tasks and selecting a perfect
policy to leverage. Otherwise, with the currently existing methods, policy reuse can only
harm the learning process and lead to false convergence. Tianpei Yang et al. proposed a
different Policy Transfer Framework (PTF) [30], that models the source policy selection
problem as an option learning task. This method adaptively chooses a policy to transfer
and uses it as an additional optimization objective of the target policy. Therefore over
time, it learns which policies are better to reuse for the target problem. The framework
still retains optimal policies even if none of the source policies were suitable or valuable.
It uses the termination probability that determines whether the policy should be skipped
to avoid a negative transfer. Overall this framework showed high competitive results
compared to the existing policy transfer methods.

In contrast to a previous work, Tze Yun Leong and Akshay Narayan [31] conducted
research on policy transfer between problems with similar objectives but different tran-
sition dynamics or reward functions. It minimizes the exploration by following the
source policy until the agent observes the unknown state. Then limited exploration is
performed to come around the surroundings of the newly changed state until it gets back
on track to the source policy again. This way, a new approach identifies differences be-
tween tasks and adapts to changes only when the need arises by creating sub-spaces for
the agent to explore. Many real-world cases benefit greatly from this approach, where
there is a need to reuse prior knowledge while adjusting to environmental dynamics
changes.

The last example of transfer in RL with the method of inter-task mapping learning [28]
shows the ability of agents to leverage knowledge not only from the related tasks, but
also between two different domains. The significant advantage of this method is that
it does not require the hand-coded mapping between tasks, whereas it learns it even
between tasks that defer in all MDP variables. Inter-task mapping is learned in three
steps with the use of the sparse coding. The authors then introduce two algorithms for
transferring knowledge between pair of tasks with continuous state spaces and discrete
action spaces

The work conducted in the field of transfer learning shows various successful appli-
cations and methods of transfer depending on the similarity between the tasks. After
thoroughly studying different algorithms, we examine one of them in our research: a
probabilistic policy reuse technique to assess its benefits within the laser manufacturing
domain.
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2.2. Software Architecture

This section introduces the laser system components and defines the microservice archi-
tecture as the most convenient way for its control. Additionally we describe the platform
for creating RL algorithms in the current setup.

2.2.1. Laser Systems

Laser-based tasks usually include multiple devices running for different computations
and processes, often on several computers. The laser scanner is the essential hardware
of every laser-manufacturing system. It is a device for controlling the direction of an
outgoing laser beam on the surface. Movable stages are often used to transport the sur-
face from one location of the laser station to the other. The camera is often used in such
a system to automate the monitoring processes. Controlling every hardware device re-
quires the development of reliable software and the rules definition of the collaboration
between each other. The following example of the laser ablation process describes the
interaction between devices:

* The robot arm puts the plate with the small rectangular object inside the laser
ablation station, as shown in Figure 2.3(a).

* The movable stages on the bottom of Figure 2.3(b) transport the object to the
camera view to identify its position and rotation with the detection of several
marking symbols on the surface.

* The center position and rotation are used for the laser scanner device to calibrate
the laser job (designed in a particular software and presented by the sequence
of vectors) to produce results centrally and adequately on the material. The last
Figure 2.3(c) shows the ablation process performed by the blue laser beam.

As explained, devices should communicate, exchange the data or provide the input for
other hardware to complete the job. The number of hardware components, processes,
and machines makes the system’s control quite complicated to operate safely and in a
scalable way. This is where the microservice architecture contributes a lot to software
development of a distributed system and became the main programming concept in the
current research. The following sections will introduce the reader to the main aspects
of microservice architecture and the orchestration tool used in this work for the services
control.
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Figure 2.3.: Example of the laser ablation process.

2.2.2. Microservice Architecture

The need for microservice architecture stems with the rising problem of operating and
building the big systems, where it becomes harder to develop fast and safe at scale.
Software development of a product and its further support may demand some changes
in the long run beyond initial requirements, such as the addition of the new desired
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functionality or the replacement of components. Complex monolithic applications are
not designed in a way to guarantee the product’s safety and stability in time. A Mi-
croservice architecture [11] offers the solution of that problem by dividing different
system functionality into separate and independently deployable components, named
microservices, with a message-based communication between each other. This style of
the system development gives a big number of advantages:

» Services are small in size, thus easily changeable.

» Services are autonomously developed, independently deployable and decentral-
ized.

* Small components are easier to test.

» Services implement specific functionality that helps solve a complex problem by
decomposing it into smaller tasks.

* Communication between different components is straightforward.

* Developing in a microservice way facilitates the process of identifying and resolv-
ing the root cause of performance issues. Every service’s improved fault isolation
and error catching prevent the larger applications from becoming affected by a
single failure.

Not only does the microservice way of development build flexible and reliable systems,
but also benefit to the development process. Since a service encapsulates a single func-
tionality, it reduces the dependencies between teams or developers, inducing to the faster
code production. Additionally, components can be developed with the use of different
programming languages, platforms and frameworks, that brings a lot of flexibility and
freedom. Moreover, several processes can be run in parallel with such an architectural
way.

An application that has been designed using microservices is a distributed system, where
each service could be run on a different host or server, as long as a communication
scheme is in place. The communication between them nowadays is realized mostly with
the use of the following three approaches: REST, RPC, and event-based, depending
on the application domain. In the presented work we chose gRPC - the open source
high performance framework for Remote Procedure Call (RPC), developed by Google,
scaled for the cloud solutions and following a client/server model.

2.2.3. Containerized Applications

We described the software development architecture as well as the way of communi-
cation between services. Next step is to deploy, control, scale and manage them in the
automated and reliable way in different computing environments. This is achieved with
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the use of Kubernetes, an open-source system developed by Google for the container-
ized application orchestration. Before we explain the basics of Kubernetes architecture,
we first introduce containers.

Instead of providing the physical or virtual machine for every microservice, containers
present a lightweight isolated environment for the software. It packages the code of a
single application as well as all the dependencies for it to work such as libraries, bina-
ries, configuration files, so that it can be easily and reliably run in different environments
without internal setup of machines. Containers are often compared to the virtual ma-
chines, since both are the virtualization tools. However, in contrast to virtual machines
that virtualize the whole operating system, containers perform virtualization only on the
application layer, using the operating kernel of the host.

Docker is a platform for developing, shipping and deploying applications [8][43].
Docker image is the packaged software with all the dependencies and instructions for
deployment. A runnable instance of image is the docker container. Each container
should have a base image and can include several of them with additional customiza-
tion. A new application can be built on top of the new created image or ready to use
image from the Docker registry. With Docker CLI containers can be run, stopped, re-
moved, configured with the network access, storage and other properties.

The final component of the described way of the distributed system development is
Kubernetes - the orchestration tool for running containers. The main idea behind Ku-
bernetes is to bring together the control, management and deployment of applications,
launched on different host machines.

As presented in Figure 2.4, a Kubernetes cluster contains the set of hosts and networking
resources, where it runs and controls multiple workloads. The user has to be connected
to the cluster in order to access and manage its resources. A single host in the cluster is
called a node and can be presented as a physical or virtual machine. Every node consist
of pods and kubelet. A pod is the work element in Kubernetes, with one or several
containers running on it. Pods on one host have the same IP address and share the same
local storage. It is an excellent solution in Kubernetes for running multiple containers
that need to communicate with each other to complete a task of the application.

Kubelet is a component that runs on every node, functions as its agent, and ensures all
the containers deployed there are running and healthy. Another important element of
Kubernetes cluster is a service, that provides an access to the set of pods that can be
exposed to the users or other services even outside of cluster with the instructions on
how to access them.

Every cluster has a Kubernetes master - the control plane of Kubernetes that is respon-
sible for all the global within-cluster events and schedules. It reschedules pods when
nodes have failed, keeps logs of ongoing executions and provides an interface for users
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to interact with the cluster. The control plane is essential for the cluster and all nodes
must have a direct communication with it to function.

Kubernetes responsibility is to automatically manage and control all the components
running in the cluster: restart failed containers, log events, schedule application de-
ployments, ensure network communication, and several others. We will discuss the
architecture more in detail in the next chapter, describing our setup and environment.

Kubernetes Master
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Figure 2.4.: Kubernetes architecture in a nutshell.

2.2.4. Development Platform

We propose a distributed laser-based system that follows microservice architecture to
encapsulate the hardware environment from the process. Therefore, we need a single,
convenient platform for developing with access to all the services that present the laser
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Figure 2.5.: JupyterHub structure in the Kubernetes cluster

setup running in the Kubernetes cluster. For that reason, we explored JupyterHub as the
main developing framework.

JupyterHub

JupyterHub is the computing environment that allows users to access resources through
a webpage. It provides various isolated interfaces to interact with the shared resources
for multiple users, such as Jupyter Notebook, Jupyter Lab, Terminal, RStudio, and more.
The environment can be configured in diverse ways, with different programming lan-
guages, authentication options to provide access to a subset of users, libraries and pack-
ages, and many more. The essential advantage of choosing JupyterHub as the leading
computing platform is that it can be used and deployed with container technologies and
run on Kubernetes.

JupyterHub in Kubernetes

We deployed the JupyterHub with Helm - one of the package managers of Kubernetes.
It uses the existed Jupyter server image as the base one, that later can be customized
with the configuration .yaml file and updated with Helm. JupyterHub is presented in
Kubernetes with two main components: Proxy and Hub (Figure 2.5). Proxy is made up

23



of two HTTP servers - one listens for the users requests, another communicates with the
Hub. Hub is responsible for the authentication and spawning the notebooks for the user
in the separate container. When a new user requests to access the server, the following
steps are performed:

1. Proxy receives the request and does not find the entry of the user in the proxy
route table.

2. Proxy forwards the request to the Hub.

3. Hub checks if the user is authenticated and launches the Notebook server for him
to write and execute the code.

4. Hub communicates back to the Proxy to decide on a new route rule for the user, so
the further access will not involve the authentication steps with the Hub anymore.

2.2.5. OpenAl Gym

In order to create and test the reinforcement learning agent, we choose OpenAl Gym
[10] - a collection of the learning problems and package of tools to create and compare
algorithms to solve them. Gym contains of multiple versioned reinforcement learning
tasks (called environments), such as Pendulum, Mountain Car, Car parking, Atari and
many other in the fields of classic control, robotics, games and algorithms [40]. More-
over, it is convenient and easy to create a custom environment for the specific problem
as in our case.

Reinforcement learning gym environment is the specification of the spaces and rules an
agent interacts in. Two core elements are the agent and the environment. An agent has
an action_space as the format of available actions. Features that describe the state of the
environment are called observations and are ranged by the observation_space - format
of available environmental states.

There are two types of spaces in the gym library: Discrete and Box. Discrete space
presents the specified band of non-negative numbers. For example, in action space,
the range between (0, 3) will give one of the numbers of 0, 1,2, 3 at each step as the
random action. Box introduces the continuous n-dimensional space, where an action or
the observation is presented as an array of values. For example, in the autonomous car
driving environment, the random action can be presented as [2.56, 0.83], where the first
number is the speed acceleration value, second - the rotational angle of a steer.

Gym implements learning in an episodic manner, meaning that the process of the agent’s
interactions with the environment is split into episodes. At the beginning of every
episode the reset() function is called to randomly sample the initial state of the environ-
ment from the distribution. Then, it returns the current observation of the environment.
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Every episode then consists of a certain amount of time steps, where the interaction pro-
ceeds until the agent reaches the terminal state. At every iteration, the agent performs
an action (step() function) that induce the environmental state to change. It returns:

observations - state characteristics of the environment.
reward - the reward value received after the performed action.

done - a flag, that indicates the terminal state. It is set as true, when the goal
is achieved, or the agent observations are outside of the valid space, or after the
certain amount of learning steps, if specified inside of the environment definition.

info - the details about the environment, that can be helpful for learning.

Optional render() function is used for the visualization of the agent’s interaction with
the environment.

The core idea of episodic reinforcement learning is to accumulate the maximum to-
tal result per episode and achieve the agent’s high performance in as few episodes as
possible. These are the two metrics to compare and evaluate different approaches and
algorithms for solving learning problems.
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3. Reinforcement Learning
Experiment in a Laser-Based
Environment

We build up a set of experiments to investigate whether an agent can autonomously con-
trol the given set of sensors using transfer learning to complete the task. Therefore, we
want to optimize the expert work in the laser ablation process, which can be presented as
calibration between devices, alignment, and manual hardware configuration to operate
with each other. We propose a flexible approach to the setup changes, allowing the agent
to learn the task regardless of the environment. Adding more actuators into the system
should not lead to the tedious process of adjusting the devices from scratch; however, it
should leverage the knowledge between the setups to accelerate learning. In this section,
we will formulate the problem and describe the creation of an environmental platform
and the tools we chose to solve the stated issues.

3.1. Problem Statements

The current research reveals an interest in the possible automation of multi-step laser
ablation processes. Laser stations differ greatly depending on the process, hardware
type, and tasks. The basic system for laser ablation consists of the laser scanner device,
laser source, and material to ablate. In the laser processing industry, the laser scanner
is the main instrument for the rapid and accurate positioning of the laser beam on the
work surface. It is achieved with the help of the movable two-axis mirrors located inside
the scanner head that reflect and steer the beam. An additional step in this system is to
adjust and position the material under the scan head to start the process at the correct
location. Later tuning of the laser parameters affects the quality of the ablation and
brings the desired results.

An essential aspect of laser-based manufacturing is that the more refracted the laser
beam is the less power it has, significantly influencing high-quality performance. In
that case, the range of the scanner mirrors movements can be dramatically limited to
a particular narrow area to ensure enough power capacity of the laser to complete the
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Figure 3.1.: Hardware setup.

task. Movable stages are used for a continuous laser process, where the beam preserves
the same focal area with the most power, as illustrated in Figure 3.1.

Manually programming such a system to work most efficiently can be challenging. Two
factors are taken into consideration: time and quality. The layer to be removed might
be quite thick; therefore, the laser beam should be at its most powerful mode, and the
object is moved with the stages, which gives the most high-quality results. In contrast to
the previous condition, some layers require less laser power. Thus, using only the laser
scanner mirrors movements quicker than stages can be sufficient, producing the fastest
results.

Moreover, the system with movable stages requires a more complex and accurate cal-
ibration and alignment process between devices and a material surface. The ablation
results are susceptible to slight changes or displacements of the system components.
Manual readjustment and reprogramming of that system can be a very time-consuming
and tedious task.
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An ideal system would determine how to adjust and complete a task regardless of envi-
ronmental changes, expansions, hardware types, and capabilities. Reinforcement learn-
ing is one tool that fits perfectly into such a system. Independently of the system com-
ponents, it can learn how to achieve the desired task through trials and errors, choosing
better actions over time that lead closer to the goal.

To confirm that RL is applicable and to derive how far in automation of the laser ab-
lation process it can lead, we conducted several experiments in different laser ablation
environmental setups. Since the research focuses on the changing and growing environ-
ment, we chose the base task of reaching a marked position of the surface with the laser
beam.

Indeed, the laser process includes more complex shapes than just dots. However, for
example, the post-ablation processing of errors consists of localizing poorly ablated
regions requiring additional laser work. The chosen basic task solves the calibration
problem between components in the system, mapping the laser scanner and movable
stages coordinates into an image. The autonomous adjustment and calibration of the
system can significantly facilitate the processing of errors as one of the laser ablation
tasks.

We start from a simple machinery setup consisting of only a laser scanner device to
the complex one with the addition of movable stages. We add a camera that observes
the state of the environment, specifically the current laser beam and goal positions. We
propose to use transfer learning to accelerate the learning rate of this task in the setup
presented by a bigger set of actuators with the help of the knowledge gained in a smaller
system. We present the following hierarchy of experiments:

* Train the agent to reach the goal in the system presented by only the laser scanner
and a camera.

* Train the agent to reach the goal in the system presented by only movable stages
and a camera.

* Expand the setup including both devices and transfer the knowledge from the
learned tasks above to facilitate and accelerate learning of optimal stages and
scanner movements to reach the target.

* Assess the applicability of transfer learning to induce faster adaptation of the
agent to slight changes in the setup (shifting the camera, expanding the range
of actions, etc.).
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3.1.1. Hardware Control

The hardware control in the experiments is realized in the microservice architecture
way. First, we build the services implementing the functionality of a single hardware
device in the system: a laser scanner, movable stages, and a camera. Figure 3.2 shows
an example of the service controlling movable stages hardware device. A client, an
RL agent in the scope of this thesis, connects to the server and controls the device by
sending requests of certain operations. A server connects to the controller of the device
to impose the requested functionality.

Server Client

” Movable Stages
Service

i "

Functionality

GetRange
—

GetPosition

send request

MoveToPosition

| MoveWithVelocity
N V4

Figure 3.2.: Movable stages microservice.

Afterwards, we built the docker containers with the camera, laser scanner and stages
services separately. Containers are deployed in the Kubernetes cluster, that controls
their health and state over time. An RL agent access the services running in the cluster
with the JupyterHub, which creates an efficient developing workspace. We prepared the
customized JupyterHub docker image (Figure3.3) specifically for our needs. In order to
do that, we took the suitable Jupyter image from Docker Hub ! as the base image and
installed additional machine learning libraries upon it. To establish the connection to
the services in the cluster, nodes need to share common communication interfaces. To
achieve this, we used the tool for the automated build and testing of the software Bazel
to copy the definitions of the services and build the final image. Launching the Jupyter
notebook uses the created image to configure the environment for further coding.

"Docker Hub: https://hub.docker.com/u/jupyter
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Figure 3.3.: Final image. The base image is presented by Ubuntu operating system; afterwards,
come basic python packages (numpy, scipy, etc.) and tensoflow machine learning
library. Finally, the last image includes files to access API of hardware services and
installs OpenAl Gym and Stable-Baselines3 RL library used in this thesis.

Pods in the Kubernetes cluster have unique IP addresses. Whenever the pod is lost or
recreated, the new IP address is assigned to it, making the application unstable or not
functioning. Services are the solution in Kubernetes to prevent this situation. A Service
is the abstraction of the set of pods with the policies on how to access them. They let
applications receive traffic inside and outside of the cluster. We deployed three services
in our Kubernetes cluster: to control camera, scanner and stages. Since JupyterHub is
also running in the cluster, we can expose services for an internal IP that makes them
reachable only within the cluster. We can access the services and their functionality to
control and manage hardware devices with the available IP addresses.

The final Figure 3.4 portraits how all the components are shaped together and form a re-
liable, user-friendly and flexible platform to solve the reinforcement learning problems.
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3.1.2. Simulated OpenAl Gym Environment

Due to a critical hardware failure, we created a virtual environment that simulates the
functionality of the actual setup in a simple way, such as moving the laser beam position
on the image and transporting the target with the stages motion. Simulations are highly
used in reinforcement learning. RL requires a very high number of interaction episodes
to learn a good policy, whereas, in simulations, results are achieved in a cost-effective
and timely way.

We created a simulated environment with the use of pyglet multimedia Python library
[48]. As Figure 3.5(a) presents, the visualization includes a rectangular white object
surface and a camera viewing some of it. Inside the camera view, the laser beam position
is depicted with the red circle and the target - in black. The scanner range is limited
with the red square. Each environmental step changes the location of the laser beam
or the target and is newly rendered consequently. Figure 3.5(b) portrays the state of
the environment after performing the step with the stages. We implemented shifting
the object surface to imitate the motion of the stages. The white rectangle is moved
to a lower left location, and the camera points to a different part, where the target is
no longer visible. The laser scanner step changes only the laser beam position that is
presented by a red circle in Figure 3.5(c). For dimensional details of every component,
see the Appendix section A.1.
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Figure 3.5.: Simulated environment.

3.1.3. Hindsight Experience Replay in a MultiGoal
environment

The main objective in every set of experiments is to reach the desired goal, presented by
a black dot with the laser beam depicted as a red. The goal can be generated at different
locations, and the agent learns how to point the laser beam at every arbitrary position of
the goal. OpenAl Gym extended its API to support environments with multiple goals
that was recently introduced as gym.GoalEnv [16]. The major difference from the
traditional environment is in the goal-aware observation space, which is significantly
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extended to a dictionary of the following three keys:

1. observation: The sequence of features representing the actual observation of the
environment.

2. desired goal: The actual target position the agent learns to achieve. In out scenario
it is a circular black object.

3. achieved goal: The position that the agent achieved after performing the step.

In the multi-goal environment the agent must not just perform a single global task,
however several tasks, reaching several goals at the diverse locations. In that case the
policy we are trying to learn has the following formal definition:

m(als, ¢'), where ¢’ is the desired goal

v

GOAL FAILED

VIRTUAL GOAL
ACHIEVED

Figure 3.6.: Example of HER on the robotics Sliding environment [45].

Such a multi goal task is ubiquitous and one of the most challenging in robotics, where
an agent learns to detect targets, move it to certain locations, reach the goal locations
and many other problems [16]. Researchers from the OpenAl community proposed an
approach called Hindsight Experience Replay (HER) [15] to efficiently solve multi-
goal problems.

The key idea behind HER is taking roots from human behavior. When we fail to achieve
a specific task, we realize that the sequence of actions we took can be helpful in another
context, helping us to reach the same goal we just accomplished. For example, turning
on the wrong light switch teaches us how to control the light in a different room. Learn-
ing from failure is the core intuition in the development of HER method. It works to-
gether with any off-policy algorithm that uses the exploration policy of past experiences
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to learn a new one. These methods use a replay buffer, a collection of old experiences
that can be sampled again to update the network and stabilize learning. HER uses the
replay buffer transition tuples to pretend that the state the agent achieves is the desired
goal. For the subset of chosen transitions it samples new goals from the episodes these
transitions belong. The new targets ¢’ are presented by already achieved goals, which
are selected from different states of an episode according to one of the three strategies:

* Future: select a random state which comes from the same episode and was ob-
served after current transition;

* Final: select a final state of current episode;

» Episode: select a random state which comes from the same episode as current
transition

HER substitutes the desired goal ¢’ with virtually sampled achieved state s, replays
this transition and gets a positive reward signal consequently. Therefore, the agent may
fails to reach the initial desired target, however it learns how to reach a different goal
s;. Figure 3.6 shows HER on the example of robotics Sliding environment. The target
position is outside the robot arm’s reach, so it has to hit a puck in the way it slides to the
target. Every wrong location reached by the puck is treated as if it was the goal, so the
agent learns which actions lead to this current location.

It is shown that the HER strategy successfully and efficiently solves multi-goal problems
with binary and shaped rewards. Indeed, in the beginning, the agent will learn only how
to achieve the random states that the learning policy is able to reach at that moment.
However, the function approximation by a neural network guarantees that the policy
will also be able to reach states similar to the already seen ones. Therefore, within
the learning process, the agent will expand its reachable area around those states it has
seen before and finally achieve the targets we were initially interested in. HER can be
combined with all the off-policy algorithms, such as DQN [40], DDPG [19], SAC [49],
TD3 [52] and others.

3.1.4. Programming Tools

Reinforcement learning as one of the novel and popular research topics in artificial in-
telligence field has gathered already a big amount of python libraries with implemented
algorithms and tools, that are also integrated with OpenAl Gym. The most famous are
Tensorforce [51], Keras [46], OpenAl baseline [47] and Stable-Baselines3 [50]. We
chose Stable-Baselines3 due to its ease in use and high reliability, support of a lot of al-
gorithms as well as HER, excellent documentation with multiple examples and tutorials,
tools for monitoring and plotting the learning curves and good maintenance.
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Stable-Baselines3 is written in PyZorch[53] - Python machine learning framework that
offers a lower-level environment. PyTorch gives freedom to experiment, write custom
functionality and play with the code, requiring a profound understanding of deep learn-
ing concepts. Therefore PyTorch within Stable-Baselines3 is a suitable framework for
modifications while applying transfer learning in the experiments.

As the primary off-policy method, we chose Soft-Actor-Critic (SAC). In contrast to
DDPG and TD3 it showed better learning since the algorithm uses the entropy maxi-
mization, which is a measurement of randomness in the policy. Increasing the entropy
results in more exploration, that accelerates learning in the long run.
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4. Evaluation

The more components are present in the laser system, the harder it gets to control it
manually. We consider the use-case, where the setup is presented by the laser scanner
and movable stages, that should operate properly for a continuous laser process. Instead
of computing transformation matrices between the devices and a camera and manually
programming optimal movement generations between them, we assess reinforcement
learning application for fully autonomous control of such a system, where the cam-
era substitutes a human expert. To focus on RL’s ability to control such a system, we
conduct all the experiments on a straightforward task of localizing the target.

Knowing how to control the devices separately is helpful for its later combination.
Therefore, to manage the control of a complex system, we decompose it into simpler
setups and learn the dynamics between their devices and a camera first. The experi-
ments on the smaller systems demonstrate successful calibration learning by training on
reaching a specific target location on the image.

The further goal is to contribute to learning the same problem in a more complex en-
vironment with the usage of single hardware controlling tasks. This contribution is
possible via transfer learning in RL, which helps to accelerate learning of similar tasks.
Additionally, we want to prevent learning from scratch after every slight modification of
the components in the domain, as it is time-consuming work. Several experiments are
conducted in the following chapter to assess transfer learning applicability to resolve all
mentioned issues.

We will evaluate the outcomes of transfer with the learning the same task in a complex
environment from scratch and conclude if such a system can benefit from using transfer
reinforcement learning. Additionally, we will examine how fast the agent can adapt to
small changes in the camera position or action spaces in the environment with the same
set of devices using transfer learning.

This section will describe experimental details, training procedures, and results of ap-
plying reinforcement learning in a distributed laser system in steps presented in Figure
4.1.
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Figure 4.1.: Experimental procedures of the thesis.

4.1. Calibration Experiments

A complex task we aim to learn most efficiently includes scanner mirrors and movable
stages. Depending on the desired goal’s location, the agent must figure out how to move
devices in the optimal way to reach the target as fast as possible. We decomposed this
task into two trivial ones ScannerReach and StagesReach. The idea is to withdraw
the need for manual calibration settings in terms of the transformation between the
camera pixel data and the scan head mirrors or axes position of movable stages. We
propose an approach to locate and point to the goal without requiring computations and
manual configurations as a first step presented in Figure 4.1. Instead, the agent should
learn to complete the task by learning how to interact with the environment using given
hardware devices. We train agents in these different preliminary environments and then
leverage their knowledge to the more complex domain - ComplexReach. This section
will describe the results from preliminary calibration pieces of training.

4.1.1. Scanner Environment
We formulate reinforcement learning task ScannerReach as the following:

Given a camera and a laser scanner device, an agent should be taught to position the
laser beam on the arbitrary black dot that is given on the work surface using the
scanner movements.

In other words, the agent learns how to move the scanner head axis-mirrors so that the
reflected laser beam is pointing on the arbitrary black dot on the material surface. The

37



Gym environment we created for this task is explained below:

* The agent takes actions in terms of the scanner head mirrors movements and ob-
serves the laser beam’s center positions, and the target on the surface in pixels.
The camera perceives the last two values after each step using object detection.
All spaces in the environment are initialized as the continuous normalized Boxes
of float values from -1 to 1.

* The reset function is called before every episode and initializes the laser beam
position, which is fixed. While training we simulate the black dot on the surface
with the random pixel’s position on the image at every episode. During the model
testing the real target location is detected by the camera.

* With every step, we rescale the action values to perform the relevant mirror’s
movement within the specified scanner range. Pixels coordinates of the laser beam
and the goal, detected from the camera image as a result of image processing, are
used to compute the distance between them and then are normalized and returned
in observations as values between -1 and 1, depending on the image size.

* The agent receives a shaped reward signal as the negative distance between nor-
malized values of the target and laser beam positions.

* We specify the threshold distance difference between the laser beam and the goal,
within which we assume that the agent succeeded, as the laser beam is at the exact
goal location or close enough. Agent is done when it reaches the maximum step
length per episode or if it succeeds.

To test the architecture of the distributed system with the reinforcement learning training
process we trained the agent both in the real environment and simulated. Training details
and hyperparameters of every experiments we described in Appendix B.

Results in the Real-Life Environment

The camera produces an image size 800 x 600, and the scanner mirrors movements are
limited within the range, where the reflected laser beam is always on the camera view.
We trained the agent for 30000 timesteps, as this amount was sufficient for the agent to
converge. We minimized the length of an episode to 3 since the ideal performance of the
agent would be to reach the goal within one direct movement of the scanner mirrors. It
gives fewer chances for the agent to explore; however, we will show, it is still sufficient
to solve the task. The threshold distance between the desired and achieved goal is 10
pixels. The training lasted 2 hours 8 minutes, for the hardware details see Appendix A.
Figure 4.2 demonstrates the results of training the agent with the shaped reward, which
is specified as the negative distance between the normalized laser beam and the desired
target.
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(a) Learning progress.

(b) The laser beam is at its initial position; the target (c) The laser beam reaches the target as a result of
location is detected by the camera. a performed action.

Figure 4.2.: Results of training in the real-life environment.

The agent successfully learned the task with the Hindsight Experience Replay (HER)
method in the real-life environment, whereas SAC algorithm alone converged to one
of the maximum action values. The results show a significant acceleration of reaching
multiple goals, as proven in [15]. Also the containerized architecture demonstrated its
applicability and robustness for training an artificial intelligent agent on a distributed
hardware system.

Results in the Simulated Environment

We initialized the environment with the exact scaling and translation values to transform
the scanner mirrors movements to a certain position on the camera view to simulate the
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hardware. Due to the simplicity of the virtual environment, where the camera view is
pointing to a smaller region than in the real setup, 15000 timesteps were sufficient to
achieve convergence to the highest reward results. Distance threshold and maximum
episode length are the same as in the previous experiment. Training lasted 13 minutes
(see Appendix A).

The agent easily mastered the task in the simulated environment with no problems dis-
covered. Figure 4.3 illustrates the learning curve of the experiment in the simulated
environment as well as demonstration of the model prediction.
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(a) Learning progress.

(b) Laser beam is at its initial position; target loca- (c) Laser beam reaches the target as a result of per-
tion is presented by a black dot. formed action.

Figure 4.3.: Results of training the agent in the simulated environment.

We successfully learned the task in the environment consisting of only the scan head
device. We also demonstrated applicability of reinforcement learning in a distributed
laser based manufacturing system following the microservice architecture. In parallel
we successfully trained the agent in a virtual environment, that simulates the functional-
ity of the real hardware setup. The real-life machine is positioned differently, therefore
the agent should be retrained to learn a calibration between its components.
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For further experiments, we set up a different laser system with the addition of movable
stages device. Due to the critical machine failure during another research trial, we
switched to a simulated environment for all future investigations.

4.1.2. Movable Stages Environment

Now we substitute the scanner device with movable stages in the system and try to learn
the calibration in the new environment. Reinforcement learning task StagesReach is
formulated as:

Given a camera and a movable stages device, an agent should be taught to position the
laser beam on the arbitrary black dot that is given on the work surface using the stages
motion.

In other words, the agent learns how to move the material surface using X and Y stages
so that the reflected laser beam points at the black dot. In this scenario, the laser beam
is a stationary source and preserves the same position on the camera view. Using stages,
we move the material with the target on it to different locations as demonstrated in
Figure 4.4(a).

The agent’s goal is to learn how to move stages so that the target is located under the
laser source, in other words, on the laser beam’s position. Throughout the experiments,
the black dot is considered the desired goal, and the achieved goal is the laser beam.
Perseverance of the exact observation representation is crucial for leveraging the learned
policies in between tasks as one of the transfer methods. In the current environment,
performance of the stages movements changes the position of the black dot, when the
achieved goal stays always the same, as the laser is static. During HER replays the
virtual goals are sampled from the set of already achieved goals in the episode. However,
the achieved goals are presented by unchanged laser beam position, therefore after the
substitution of the desired goals with the virtual targets we get only positive feedback,
however learn nothing.

Instead of changing the position of the black dot, we compute at which new location
on the image the laser beam is pointing after the move during the training. In other
words, we pretend to be moving the laser beam, but in the opposite direction of the
stages as shown in Figure 4.4(b). We leave the black dot static, compute the new laser
beam position and then reward the agent depending on how close it is to the target.
Therefore with HER application, we can still learn how to achieve multiple goals with
stages movements. During testing the model, we apply the opposite of the predicted
action value to the black dot for visualization, since only the target is really moved by
the stages.
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(a) The target movement with the stages.
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(b) The laser beam movement with the stages.

Figure 4.4.: Moving with the stages.

We created a new Gym environment for this task as well, which is adapted for the
simulation and renders every step of the agent:
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The agent takes actions in terms of the movable X and Y stages in millimeters
as it would be in the actual hardware setup. It observes the positions of the laser
beam and the target dot in pixels. Action/state spaces types, reward shaping, and
success measured by the distance threshold are the same as in the ScannerReach
environment described in subsection 4.1.1.

The reset function samples a new goal and initializes the laser beam position.

The render function creates a visualization with the components described in the
previous chapter. Plotting the new state of the environment after each step is
quite a memory and time-consuming task. Therefore, we visualize only during
the model testing.

With every step, we rescale the action to the relevant absolute stages motion values
in millimeters and compute its delta movement from the previous position to the
new one. Then we calculate how much in pixels the laser beam would move after
the performed motion of the stages. It is computed via transformation matrices
that are given for our custom simulation. The real setup transformation can be
quite complicated to define, depending on how distorted the image is. It is one of
the simplifications of the simulated environment compared to the real one.

We specify a terminal state if the agent reaches maximum episode length, it suc-
ceeds, or the new position laser beam is pointing at is outside of the camera view



during the training, or the target dot is moved outside of the camera view while
testing the model.

Results in the Simulated Environment

Due to the simplicity and similarity of these two preliminary tasks ScannerReach and
StagesReach we trained the last one with the same hyperparameters on the same ma-
chine. It lasted 17 minutes with 15000 timesteps. For the training details see Ap-
pendix B. Results show that the agent successfully learned the same task in a new
environment using a different device in the system. We visualized the correct model
prediction with the rendering function of the environment as shown in Figure 4.5.
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(a) Learning curve of the training.

(b) The initial environmental state. (c) Correct model prediction and imitation of
stages movement.

Figure 4.5.: Model prediction and visualization.

The main interest of this work is in the possible automation of multi-step laser ablation
processes. Calibration between devices is one of the stages in the process. We built two
different environments of a simple laser system consisting of either laser scanner device
or movable stages. We successfully trained the agent to reach arbitrary target locations
given as input by the camera using one of the hardware devices. This result leaves no
need for manual calibration between the camera and the laser beam position, controlled
by the scanner mirrors or movable stages. As a result of preliminary experiments, an
artificial agent can successfully learn the calibration, which provides a robust platform
for more profound research and examination in a more complex environment.
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4.2. Optimal Operation Experiment

The complex environment includes the laser scanner device and movable stages for a
high-quality performance when the pattern to ablate is too huge to be operated by the
laser scanner only. This case scenario means that the scanner range is limited to a small
area to preserve most of the laser power for accurate ablation. The target is located
anywhere on the material, and the agent’s goal is to reach it optimally. If the goal is
located within the scanner range, the agent should only use scanner mirrors movements
to position the laser beam on the target as the most immediate step. Otherwise, the
optimal way would be to move the goal with the stages to the closest occurrence where
it can be achieved with the scanner mirrors. The agent has to learn an optimal way of
movements for every arbitrary target position.

The problem is complicated by its multi-goal environmental nature. Learning it from
scratch could require high exploration and more extended training time. We suggest
leveraging the calibration knowledge learned in the previous tasks into the new problem
to ease the learning procedure. We expect to accelerate learning of a goal localization
in the new environment after transferring the knowledge of reaching it by controlling
the laser positioning on the material with different devices separately. The outcomes of
transfer learning are evaluated with the results of accomplishing the complex problem
from scratch, assessing the potential of our platform in the laser manufacturing field.

4.2.1. Complex Environment
We formulate a final reinforcement learning task ComplexReach as following:

Given a camera, laser scanner and movable stages, an agent should be taught to
position the laser beam on the arbitrary black dot that is given on the work surface
with the use of the hardware in the most efficient way.

Before proceeding with the experiments, there are several major differences in Com-
plexReach from the previous environments that we have to reconsider:

* Action space. A complex environment gives the agent availability to act via the
laser scanner as well as movable stages in a continuous way. Every movement
is presented in X and Y positions. Therefore, there are four available actions of
absolute movements:

1. Move scanner in X direction.
2. Move scanner in Y direction.
3. Move stage in X direction.

4. Move stage in Y direction.
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However, we allow only a single device movement per step, scanner, or stages.
Thus, there is a need to present the action space so that no simultaneous move-
ments are possible, considering the used algorithms and methods.

Action masking is one way of filtering out impossible or invalid actions that could
make us alternate between scanner and stages movements by randomly masking
out one or another. However, it is not supported for the continuous action space
and can not be used while training.

Another idea of action representation is using a tuple of discrete and continuous
actions. In that case, the discrete part of action could identify action type as
scanner or stage motion, and the continuous part - an absolute X and Y movement
itself. Despite the clarity of the suggested representation, we detected that it could
not be used in our scenario since we implement HER method, which works only
with off-policy algorithms supporting only pure continuous action space.

Instead of identifying the action type with the discrete action, we suggest using
a single continuous action and the interval its value belongs. We split the initial
range of [-1, 1] into [-1, 0], [0, 1] and move scanner if the action value is between
[-1, 0], and stages, otherwise. In this case, action space is presented as a contin-
uous space of 3 values: the first for detecting the type of hardware to move, and
the rest is an absolute X and Y movement. As a result, we can distinguish be-
tween scanner and stages movements and satisfy all the requirements for chosen
methods and algorithms application.

* Reward shaping. We assign the speed weights to every device. The scanner
movements are fast and immediate, whereas moving stages is a more expensive
action, requiring more time to perform. In this way, we try to discourage moving
the stages all the way to the target.

Note that the range of stages movements differs significantly from the one the
scanner performs. This leads to an ultimate choice of the scanner movements
since it gives higher feedback by eliminating driving the stages to bigger dis-
tances. Therefore, we penalize the agent every time it persistently takes the scan-
ner actions when the target is outside the scanner field and unreachable by the
laser scanner. This penalty increases with every step in an episode.

The same logic lies in penalizing the continuous stages movements, when the
goal is inside the scanner field and can be immediately allocated by the scanner
device. Additionally, we penalize for leading to a terminal state by moving the
target outside the camera view and rewarding the agent more for transferring it
toward the scanner field.

Overall we have an environment where the agent can act in terms of the laser
scanner and movable stages. We constructed the action space so that no simul-
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taneous movements are possible, and the information about the type of hardware

used is extracted from one of the action values.

If the agent acts with the scan-

ner, it observes the unchanged desired goal location and new laser beam position.

Otherwise, it changes the target’s location by mov-
ing it, thus observing a new desired goal position
and unchanged laser beam. After every step new
reward is shaped depending on the action type and
distance. Other characteristics are the same as de-
scribed in the StagesReach environment.

We aim to localize a target most optimally using
only the relevant hardware, that turns out to be
challenging to achieve for multiple arbitrary tar-
gets with shaped rewards as explained in the fol-
lowing section.

HER With Shaped Rewards

The current complex problem requires more care-
ful reward shaping, including other factors to-
gether with the euclidean distance between the tar-
get and the achieved laser beam position. As for-
mulated in the trial, reaching the goal is no longer
enough. The way of localizing the target is what
plays a pivotal role in learning. More informa-
tion needs to be provided as a feedback to the
agent to figure out which actions lead to the opti-
mal way. In complex real-world robotics environ-
ments shaping the reward precisely is a non-trivial
task, requiring both RL expertise and domain-
specific knowledge. Instead of optimizing a care-
fully shaped reward function, HER learns from a
binary signal indicating successful task comple-
tion. This makes it difficult and, for some prob-
lems, even impossible to achieve successful train-
ing performance on the shaped feedback signal.

1. Transition selection

Episcde 10

Transitic;n 3
53(s3, M3, 93), a3, 13, Sa(s4, My, 94)

2. Goal sample. FINAL

Episode 10

Transition 10

g'=mqg

3. HER replay

Episode 10

Transil.ion 3
S3(s3, m3, @'), a3, r', S4(s4, My, 94)
r'=r(my, a3, q')

Figure 4.6.: Example of HER replay
on a single transition.
State S is represented by
S¢, My, g, where s; is
observation, m; denotes
achieved goal and g, - de-
sired goal.

We describe a step-wise example of HER replay on a single transition (see Figure 4.6)
to show why HER performs poorly with the shaped rewards.

During the training, the agent interacts with the environment by performing actions and
changing its state. Experiences of it are saved in the buffer as transitions per timestep ¢
Sellg, ar, e, si41|g, Where g is the target. Hindsight Experience Replay presents every
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state s; as a dictionary of observation, achieved goal, desired goal, and a new state
S¢4+1 as next observation, next achieved goal and next desired goal. At the end of every
episode, it online samples transitions from the buffer and apply HER method to some
of them with the ratio between HER and regular replays. It samples new virtual goals
which are then added to the selected transitions to substitute desired targets.

The new state depends on the previous state and action, so the next achieved goal also
depends on the previous state and action since we are manipulating the goal environ-
ment. Consequently, HER invokes the environmental function compute_reward(), that
calculates the reward signal for the agent after every step in the domain, and sends ar-
rays of the next achieved goals and new desired goals sampled instead of the initial
target to recompute the reward. The new feedback values are added to every selected
transition afterwards. Regular transitions selected from the buffer and those replayed by
HER compose raw data for an off-policy algorithm to perform actor-critic calculations
and neural network updates.

The HER method performs no actual environmental step during the replay buffer func-
tionality execution. Instead, it is achieved offline and simultaneously recalculated for a
subset of transitions. The reward function constructed in the ComplexReach task uses
the action type, the distance of the performed movement, and the location of the desired
target before the step to shape the feedback signal. These values are not defined during
HER recalculations since it only provides the virtual target and laser beam positions.

HER method is no longer suitable for solving the optimization problem we formulated
in ComplexReach environment as we show in the next section. In our scenario, the
dynamic of the environment plays a major role since our goal is to learn how to manip-
ulate devices of different efficiencies to reach the target most optimally, whereas HER
focuses exclusively on the success of reaching the target.

In the following section we demonstrate a poor performance of HER with shaped re-
wards in a multi-goal environment. We consider deeper modifications of HER method
as a future work and decide to keep experimenting with a single target location to focus
on transfer learning application. Both types of experiments are presented in the Table
4.1.

Domain Method Reward Type
ComplexReach ~ With | multi-goal | HER+SAC | Split:

Arbitrary Targets 1. Step reward: shaped

2. HER replays reward: eu-
clidean distance to the target
CompelxReach With a | single-goal | SAC Shaped

Single Target

Table 4.1.: Experiments to solve a ComplexReach task.
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4.2.2. Training Progress
ComplexReach With Arbitrary Targets

In order to run HER in the environment with the shaped reward, we distinguished the
reward computation between the agent’s actual step in the environment and HER re-
plays as shown in Figure 4.7. Step reward is shaped in a complex way considering the
environmental dynamics and optimization objectives, whereas compute_reward() func-
tion for replay calculations uses only the euclidean distance between the virtual target
and current laser beam position.

ComplexReach
compute reward() reward() |
d shaped reward
function at
St
Agent
HER buffer
Replay
t1..tn at, st

Figure 4.7.: Reward computation. a is the step the agent performs in the environment, receiving
the reward 7; and a new state s;; . Transition experiences are stored in the buffer
as t1..t,. g is the virtually sampled goal and s; is the next achieved target. After
performing HER replays new reward 7} is computed and stored as the euclidean
distance d between the virtual target and achieved goal.

We initialized the environment with exact transformation matrices for both scanner and
stages movements. Appendix C presents all the training details of the experiments in a
complex environment. Due to the complexity of the task, we set the maximum episode
length to 10 timesteps for better exploration during the episode. We trained the agent
for 20000 timesteps on the same machine for 17 minutes.

The training resulted in poor performance with scarce success. The agent quickly con-
verges to a particular value after 6000 episodes and fluctuates around it till the end of
the training. While testing the model, we noticed the following behavior:
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* The agent moves distant targets outside the camera view and reaches its terminal
state.

* There is a minimal amount of targets outside the scanner field that the agent
learned to reach using both devices within ten steps. However, the performed
movements are far from optimal.

* Success of reaching the goal inside the scanner field is higher but not persistent.

» For most of the targets outside of the scanner field, the agent did not accomplish
knowledge of moving them to the scanner area. Instead, it performs a random
stage movement as a first step and then explores short distances from it to mini-
mize the penalty until the end of an episode.

The results demonstrate what we explained before, hindsight experience replay does
not solve the optimization task we formulated in a multi-goal environment. We are
optimizing the shaped reward to achieve the best optimal way of moving the scanner
mirrors and movable stages to reach the target. On the contrary, according to the suc-
cess condition of a multi-goal environment, the agent succeeds when the target is within
a certain radius, no matter which actions lead. This huge discrepancy causes HER to
perform poorly with shaped rewards. Additionally, HER most likely disturbs learning
from shaped feedback signals since the method calculates new reward values for virtu-
ally sampled goals and overwrites the feedback signal computed after the agent’s step
in the environment.

Another reason proven in the related research [15] is that shaped rewards penalize irrel-
evant behavior (e.g., moving the target with the stages when it is already located inside
the scanner field). This may hinder exploration, especially in an environment with arbi-
trary goals. It can cause negative learning; e.g., when the agent does not know how to
manipulate precisely to reach the goal, it whether moves it slightly or performs actions
leading to a terminal state.

ComplexReach With a Single Target

Due to the complication of solving the optimization problem for every arbitrary target
simultaneously, we decided to proceed with a static goal position. A new black position
is sampled at the beginning of training, which stays the same throughout the episodes.
In other words, we find an efficient control movement between the laser scanner and
stages for the localization of a single target. We trained the agent with SAC off-policy
algorithm for 15000 timesteps for 14 minutes to find an optimal movement to reach a
target located at the pixel position x = 670, y = 320.
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(b) Initial state of the environment. (c) State of the environment after the predicted
stages movement.
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Figure 4.8.: Model prediction and visualization of the experiment to reach a single target.

As illustrated in Figure 4.8(a) the agent quite quickly reaches the goal; however, the
more we train, the more optimized performance we get. The best behavior was noticed
in the agent, trained with ten steps per episode; learning starts from one hundred steps.
In this case, the agent first moves the target with the stages just inside the scanner field,
where it is then immediately reached by the scanner mirrors. Therefore the agent suc-
ceeded in 2 steps, as demonstrated in Figure 4.8. The agent successfully and quickly
solved the task of finding an optimal path for a single target position. In the next section,
we integrate transfer learning to assess its benefits in the current platform.

50



4.2.3. Preparation for Transfer

Instead of learning the same task in a modified environment from scratch we want to
utilize the knowledge gained while learning the calibration between the movement of
devices and the image. In this case we can change the environment, expand its com-
ponents, however learn faster with the knowledge we already accomplished in different
environments.

ScannerReach task was already trained on the limited scanner field and is appropriate
for transferring. The policy learned in the StagesReach problem predicts actions that
direct the target to a static laser beam position using the stages motion. We conducted
a trial of transferring this policy into a complex task, resulting in fewer explorations for
finding the optimal path and primary usage of stages exclusively. Most of the targets
were moved directly to the laser beam position or close to it, with fewer exploitation of
the laser scanner device. Therefore, the policy disrupted learning optimal movements
between the hardware, which led us to consider redesigning this experiment for better
use. A new reinforcement learning task StagesToFieldReach is formulated as follow-
ing:

Given a camera and a movable stages device, an agent should be taught to position the
target that is provided on the surface inside the scanner field, performing as short a
move as possible.

We increased the minimum threshold distance between the laser beam and the target
since there is no need to move precisely to the laser location anymore. We also want
to optimize the movement of the stages to be as minimum as possible during learning
so that the target is moved to the close scanner field border. The problem requires
careful reward shaping, and as was proven before, HER performs poorly in a multi-
goal environment with such feedback. Nevertheless, we decided to test the applicability
of hindsight experience replay for this task since the optimization problem is not as
convoluted as in the ComplexReach task.

We compute the weighted movement that the stages performed and a penalty if it moves
the target further than a distance threshold from the laser beam position. These values
are then subtracted from the euclidean distance between the laser beam and the target.
In other words, the aim is to locate the desired goal as far as possible from the laser
beam, but in the scanner field, within the shortest move, the agent can learn. We trained
the model for 15000 timesteps for 12.5 minutes. Training details of this experiment can
be found in Appendix C.

The agent quickly converges to a certain range of rewards, but the longer we train,
the more optimal movement will be learned. Results are not ideal due to the behavior
of HER with shaped reward functions; however, they still satisfy the requirement of
moving the goal inside the scanner field for all generated targets. Additionally, the
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agent learns to move in the direction of the shortest path, however it is does not perform
the most optimal way possible. We demonstrated few model predictions in Figure 4.9.
Though these results do not provide the most efficient solution, the policy is suitable to
transfer.
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Figure 4.9.: StagesToFieldReach training results and an example of model predictions and visu-
alizations of the experiment of moving the target inside the scanner field. The first
picture presents the initial state of the environment and goal generation; the second
is the state after performing the predicted action.
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4.2.4. Transfer Learning Application

For transfer learning, we specify two source tasks: ScannerReach and StagesToFiel-
dReach, as problems we leverage knowledge from; and a target task ComplexReach
with a static target, to which we transfer the knowledge. We want to utilize the ex-
pert policies from source tasks, which output actions for reaching the target using every
device separately.

Policy transfer is possible only between MDPs with the same state and action spaces,
where only the goal state differs. So in the case with expanding system over time we
need to think beforehand how to structure the action/state spaces appropriately to encode
the problems correctly from the beginning. In our case it is not achieved ideally since
we had to readjust action space for both ScannerReach and StagesToFieldReach tasks.

In each of these tasks, the agent takes actions from the distribution of [-1, 1] in terms
of X and Y movements of a certain hardware device and observes the current positions
of the goal it is trying to achieve and the laser beam. The only inconsistency we have
is that ComplexReach problem has an additional action indicating the type of the de-
vice to move. To adjust the action spaces for policy reuse, we added action to both
ScannerReach and StagesToFieldReach from the relevant distributions: [-1, O] for the
scanner environment, [0, 1] for the stages environment. We retrained two models and
collected new expert policies that we now can transfer to the target task. As Table 4.2
demonstrates, we conduct two types of experiments, which let us compare the results of
transferring one of the expert policies at a time and both of them simultaneously.

Source Tasks Target Task Method
Direct 1.ScannerReach ComplexReach Transfer Q-values di-
Transfer 2.StagesToFieldReach | (static target) rectly
Policy ScannerReach and | ComplexReach Probabilistic Policy
Reuse StagesToFieldReach (static target) Reuse [3]

Table 4.2.: Transfer learning experiments.

Direct Transfer Resuts

Direct transfer of Q-values is the most straightforward method in transfer learning [1].
To achieve it, we initiated both actor and target critic networks of SAC algorithm with
the final Q-values of one of the policies instead of random initialization. Figure 4.10
explains the idea of direct transfer. We transfer one of the source policies at a time,
from ScannerReach and then StagesToFieldReach tasks to the target ComplexReach
problem.
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We ran experiments with learning start parameters 1, 10, 100, and 1000 and compare
the transfer results with learning the task from scratch. Learning start parameter defines
the number of random actions the agent collects before the learning and exploitation
of policy starts. The training lasted 25000 timesteps with 10 steps per episode. We
transferred one policy at a time and presented learning curves of transfer application
from the scanner policy, movable stages policy, and accomplishing the task from scratch.
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Policy | Actor Critic
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\
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Figure 4.10.: Direct transfer of Q-values of one of the expert policies.

The results of experiments show:

 After transferring the knowledge from the ScannerReach and StagesToFieldReach
policies, we get a significant improvement of Jumpstart Performance when the
learning starts from 1 and 10 timesteps as shown in Figure 4.11. It means that
the agent’s return from initial interactions with the environment is better with the
knowledge transfer, which leads to sampling efficiency; hence fewer interactions
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are needed to achieve a certain level of performance. Even after a drop the agent
learns faster with both expert policies transferred.

Return values of the policy learned from scratch and with the transfer of Scan-
nerReach exert policy are quite scattered when learning starts from 1 and 10,
whereas leveraging knowledge from StagesToFieldReach is beneficial for Asymp-
totic Performance for all parameter variations. This policy gives the agent the
most steady ultimate performance in the complex environment.

In experiments where learning starts from 100 and 1000 timesteps, the agent sim-
ilarly interacts with the environment for every policy. However, it learns faster
with the transfer knowledge from both source tasks afterwards as demonstrated in
Figure 4.12.

In all cases Time to Threshold metric benefits from transfer learning. We evaluated
it on the reward threshold equals to -3 as the agent start converging after reaching
this value. For all experiments, this particular range of rewards was achieved with
fewer interactions while using transfer than learning from scratch. The fastest
achievement is recorded after 11000 timesteps as a result of transferring the policy
from StagesToFieldReach task when the learning starts from 10 timesteps.

Performance with Fixed Training Episodes shows slightly higher reward results
by the end of 25000 timesteps after transferring both expert policies than learn-
ing the task from scratch. The highest reward result at a value of -2.43 is ac-
complished after transferring the policy from the ScannerReach task, when the
learning starts from 100 timesteps. This value is slightly better than the final re-
ward after learning the task from scratch, however, we did not notice a significant
difference in models performances.
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Episode Rewards

Episode Rewards
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|
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Figure 4.11.: Learning curves of training ComplexReach with and without transfer with the
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Figure 4.12.: Learning curves of training ComplexReach with and without transfer with the
learning start parameter 100 and 1000.
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Policy Reuse Results

The application of PRQL algorithm allows leveraging several expert policies simulta-
neously. We transferred policies of ScannerReach and StagesToFieldReach tasks into
a new model, where PRQL algorithm mixes the exploitation of one of the expert poli-
cies, or currently learning policy as explained in Figure 4.13. The training results do

/ Policy Library \

ScannerReach

Poiig | StagesToFieldReach

Paolicy

o )

ComplexReach ? JE“* %
Ll h‘.‘_‘_-___._'_

at
St
/’ Agent \‘
Choose Policy ¥ Exploit Old Policy
Reuse Gains Frobabilistic
. bias
M-, Mnew Exploit New
s Policy
A\ J

Figure 4.13.: PRQL algorithm application.

not show improvement and acceleration of learning. We suspect the reason for the
recorded behavior in the PRQL algorithm itself. As explained in 2.1.4, PRQL chooses
the policy to follow depending on their reuse gains every episode of the training. Reuse
gains values are computed at the end of every episode depending on the accumulated
reward after following a particular policy. If this policy is currently learned one, it
exploits it every step of the episode. Otherwise, it uses the probabilistic exploration
strategy to either follow the chosen expert policy or the currently learning one. It means
that PRQL algorithm focuses on finding the similarity between tasks and following the
most suitable policy from the library. However, in our scenario, both policies are ex-
tremely useful in solving the problem when the target is outside of the scanner field.
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The probability of following the expert pol- Init

icy depends on the parameter ¢, which is de- P and v
cayed every timestep by parameter v as shown
in Figure 4.14. The less value of ¢, the less
the chance of following the expert policy dur-
ing the exploration strategy. This is where
we have an opportunity to explore a differ-
ent hardware-type action. For example, at the
beginning of the episode algorithm chooses
to follow the policy from the StagesToField-
Reach. If the decay parameter v is too high,
we move only the stages the entire episode.
Otherwise, we encourage exploiting the cur- i)

rently learning policy, which can also predict | )
y g polcy p a = Mnew(s) }—,{ P =t sv
scanner actions. L )

We trained the agent with different parameter Figure 4.14.: 7-reuse exploration strategy.
v = [0.95, 0.65, 0.5] to define if learning the

task in ComplexReach environment can ben-

efit from leveraging both policies via PRQL algorithm. We do not choose smaller pa-
rameters since, in that case learning with transfer differs insignificantly from learning
the task from scratch by mainly exploiting the currently learning policy. As Figure 4.15
portraits, lesser parameter v brings the learning curve closer to the curve of the learning
from scratch, however it does not outperforms it. Therefore, PRQL is not a suitable
solution for several policies transfer in our domain.

h 4

Sample random
value R

a = Meypert(s)

Learning starts from 10 timesteps

Episode Rewards

/ .

SAC+PRQL v=0.95

-4 SAC+PRQL v=0.65
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s W e Performance threshold
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Figure 4.15.: PRQL algorithm application.
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4.2.5. Reacting to Environmental Changes

Figure 4.16.: Changing the location of the camera.

Previously we ran experiments in a static virtual environment, where the transformations
between camera pixels and movements of the devices are defined and unchangeable. In
a real-life setup, every minor modification of the camera or object material requires
new calibration settings since any distortion can significantly affect the existing model’s
accuracy and the number of steps within which the target can be reached. We conducted
experiments to examine the benefits of transfer learning for faster agent adaptation to a
new domain.

We assume that the camera is slightly shifted to point at the lower left side of the material
and set higher under the surface than in the previous setup. The new simulated domain,
in comparison with the previous, is presented in Figure 4.16. The changed camera view
is slightly bigger since the camera is set higher, whereas the scanner field is smaller in
pixel size on the new image. In this case all the policies we trained from calibration tasks
to ComplexReach are no longer able to localize the target immediately and precisely.

Since we work in a simulated environment, we have to define new transformation matri-
ces for the virtual scanner and movable stages devices to render simulated movements.
In the real-life scenario, the agent will observe changes through the camera and relearn
reaching the target with the new dynamics. We want to assess what type of transferred
knowledge induces acceleration of learning the same task in the environment, where the
original set of components is repositioned.
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Figure 4.17 demonstrates the possible ways we can accelerate learning of a Complex-
Task when dynamics changed in the environment (repositioning of the camera, expand-
ing action spaces, etc.). We achieved already calibration between the devices move-
ments and an image in the previous domain settings, when the camera was located lower
and the scanner field was bigger, and we solved the ComplexReach task for a static goal
location in that environment. The following different experiments demonstrate if the
knowledge from the previous domain can accelerate learning the ComplexReach task in
the new environment after the camera has moved.

ComplexReachgld

Policy

ComplexReachpew f ScannerReachg|d

| StagesToFieldReachpld
Policy

Policy

Amm Z3=0 -

ScannerReachpew

Policy —

StagesToFieldReachgg

StagesToFieldReachpew |

Amma Z3=0 4

Policy

Figure 4.17.: Ways of leveraging the previous knowledge for faster adaptation to the changes in
the domain.
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1. Transfer Expert Policies Learned in the Previous Environmental Setup.

We transferred the knowledge of reaching the target using the laser scanner and movable
stages in the last setup to a newly created environment. Despite different calibrations,
both policies from ScannerReach and StagesToFieldReach managed to improve the ini-
tial performance and reached higher rewards faster. However, in the end, all agents
converge to the same range of values as shown in Figure 4.18.

Learning starts from 10 timesteps

Episode Rewards

/ —— SAC

—44
_ag &A SAC+Transfer old ScannerReach policy

{ SAC+Transfer old StagesToFieldReach policy
----- Performance threshold

0 5000 10000 15000 20000 25000
Timesteps

Figure 4.18.: Learning progress in a new environment with and without transfer of expert poli-
cies ScannerReach and StagesToFieldReach from the previous domain. The per-
formance threshold shifted to the value of -4 since the camera view is more exten-
sive and stages can move to a bigger distance than in previous experiments.

2. Transfer the Policy Learned in the Previous Complex Environment.

Another option is to transfer the expert policy of the ComplexReach task learned in
the previous environmental settings to a new domain. Since we train on reaching a
constant target, the learning progress differs depending on how close the goal we aim
to reach in a new environment to the target achieved in the previous one. Figure 4.19(a)
demonstrates almost immediate success in reaching the goal, which is located close to
the target of the last environment. Moreover, leveraging the knowledge from a different
domain was beneficial even when target locations were significantly different, as shown
in Figure 4.19(b).
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(a) Learning reaching the same goal in a modified domain as in the previous experiments.
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(b) Learning reaching a different goal in a modified.

Figure 4.19.: Learning progress in a new environment with and without transfer of expert policy
ComplexReach from the previous domain.

3. Retrain Calibration Tasks ScannerReach and StagesToFieldReach In
The New Environment Using Transfer.

The last option is to retrain the tasks of reaching the target in the new domain using
a laser scanner and movable stages separately and transfer the relevant information to
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a modified complex environment. This case scenario returns us to calibration tasks in
a multi-goal environment. We learned policies mapping the scanner and stages move-
ments into a certain position on the image in the previous setup, where the camera was
lower. Since the camera’s position changed, new factor and translation matrices were
specified to simulate the hardware movements. In the real-life system, such deforma-
tion of a camera would mean that the scanner movements are mapped to a different
position on the image than in the previous setup, and stages can move to more extensive
distances; therefore, the delta in pixels after the move is smaller than before.

The environmental components are the same, as well as the task, hence the calibration
problem in a changed domain can benefit a lot from leveraging the knowledge from
already learned calibration tasks in the past.

We transferred the policies accomplished in the previous environments of ScannerReach
and StagesToFieldReach tasks to learn the calibration in the modified domain for each
device separately. Both agents are retrained with hindsight experience replay with and
without transfer.
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(a) Results of training ScannerReach task in the new domain with and without transfer.
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(b) Results of training StagesToFieldReach task in the new domain with and without transfer.

Figure 4.20.: Learning progress of retraining calibration tasks in the new domain.

Straightforward Q-value transfer does not bring benefits to relearning calibration in the
new domain. For both tasks Figure 4.20(a) and Figure 4.20(b) curves are nearly identical
and both agents converge to the same values. In every other case, we noticed at least a
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minor improvement according to one of the transfer learning evaluation metrics, but not
while using HER method.

On the contrary, the direct usage of expert policies with the Probabilistic Policy Reuse
algorithm demonstrates a highly significant acceleration of learning the task in a slightly
modified environment. Both agents quickly adapted to the changes and mastered the
task after just a few interactions, as shown in Figures 4.21(a) and 4.21(b).
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(a) Results of transferring the expert policy of the previous ScannerReach task.
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(b) Results of transferring the expert policy of the previous StagesToFieldReach task.

Figure 4.21.: Probabilistic Policy Reuse results.

4.2.6. Discussion

The previous section demonstrates different transfer learning applications within our
domain to facilitate learning of a complex task and adaptation to environmental changes.
Leveraging the knowledge from other or simpler domains benefits the agent’s training
in a complex environment, which proves the idea of transfer as an optimization tool.
However, using the expert policies separately in the complex domain does not show a
significant advantage compared to learning the task from scratch. Instead, all agents
converge to similar values and do not differ highly in performance quality.

However, transfer learning benefits the training progress significantly in changed envi-
ronmental settings. For example, instead of learning from scratch after an accidental
camera move or lens change, planned repositioning of the components, or expansion of
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workpiece to operate on, we can leverage already accomplished knowledge to master
the task faster and sample-efficiently.

Additionally, such a decomposition of tasks to control different devices separately be-
fore the system’s expansion allows one to directly leverage learned calibration policies
in the complex environment for arbitrary targets without requiring a training process.
In this case, to apply the correct hardware, we need to verify the target’s location; if
it is inside the scanner field, the laser can immediately localize it; otherwise, the tar-
get is moved with the stages into the scanner area first. Even though it is not the most
autonomous way, it solves the problem in a multi-goal domain.

4.3. Future work

When it comes to transfer learning, the question of what is the relevant knowledge to
leverage always arises. It can influence the agent’s progress quite differently, causing
negative learning or accelerating and improving the performance. We showed a variety
of transfer learning applications in our setup, bringing slight benefits for learning more
complex problems or faster adaptation to domain changes. Together with successful so-
lutions, we opened up some other issues and challenges. The research topic we initiated
leaves various directions to proceed with and investigate. We mention some of them
here, mainly focusing on troubles raised throughout this work.

* The main challenge is learning to reach multiple targets while optimizing the
shaped reward function. Hindsight experience replay performed poorly in this
domain which caused us to proceed with a single permanent goal position. The
solution of combining both is still needed to be found. One direction could be
to modify the replay algorithm significantly to allow the information about the
action or other transitional elements needed for reward computation.

One case of HER variations also concerns the relevance between the sampled
goal and the original target for better use of the collected experiences [20]. The re-
searchers proposed using the experience ranking for all the sampled goals depend-
ing on how close they are to the target. Then the transitions where the achieved
goals are not close to the target are filtered out, and only relevant ones are used
for replays.

Rui Yang et al. suggested model-based goals relabeling method to use all the ex-
periences for higher sample efficiency [35]. They trained the dynamic model in a
supervised way that predicts a new state, given state, and action. RL agent inter-
acts with the original environment, gathering transitions. Aftewards, it samples a
batch of the transitions and for every next achieved state s;; it predicts the action
with the use of the learning policy ' = 7(s441, ¢) and then interacts with the dy-
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namic model to predict a new virtual state s = m(s;y1,a’). Any states predicted
by the dynamic model are then sampled as new goals to relabel the transitions and
recompute the rewards according to HER.

This approach gives an idea of an actual step-wise replaying of transitions with
the new virtual goals in the environment to gain information about the movements
for shaped reward computation. We will need to consider the way of rewriting the
transition since after replaying, the next desired goal will change as well, as we
substitute it with the virtual one. Additionally, we can add the sampling strategy
that chooses the virtual target from the same transition as the initial desired goal.

Another interesting concept to consider is multi-agent reinforcement learning
(MARL) [37]. In MARL several autonomous agents operate in the same domain,
optimizing their returns by interacting with the environment and other agents.
MARL has a collaborative setting, where agents cooperate to optimize a joint
long-term return. In our scenario, every agent can be represented as an expert in
controlling one of the devices. According to MARL paradigm, these agents can
learn an optimization problem while interacting in the same domain.

We demonstrated leveraging of both expert policies in the complex task with
PRQL algorithm, which did not manage to solve the problem more efficiently
than learning from scratch. Therefore, other transfer methods that can benefit the
learning process from leveraging several policies simultaneously should be inves-
tigated. In this case, we can bring full autonomy into a complex task without
manual work and faster retraining via transfer in cases of changes.

The next direction is to extend the complexity of the laser task. Locating the laser
beam under one static target is just one trivial problem when the laser job contains
more complex geometries and patterns to produce. We can extend the task step by
step, from reaching multiple single targets to learning to follow the sequence of
objects or creating a simple geometry such as lines and squares. The agent must
learn how to control a given set of devices to accomplish a particular laser job.

This work used the simulated environment primarily because of a critical machine
failure, that could not be resolved in time. The real-life machine has larger action
and state spaces than the simulated environment. Therefore, transferring the ex-
periments to the actual distributed system is an essential future mission to fully
ensure the feasibility and applicability of the reinforcement learning approach.

The general performance of experiments requires some further improvements.
For example, instead of moving the target with the stages inside the scanner field,
we can try to focus on learning the shortest route and stop just at the border where
the laser scanner can reach the target.
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5. Conclusion

Laser technology is undoubtedly considered as manufacturing tool of the future due to
its precision and high-quality results at faster production rates using fewer resources
and materials. Machine learning methods have made laser processing only smarter by
automating the laser parameters adjustment to ensure quality control and intelligent
adaptation to a particular laser job. In the current research, we drew our attention to the
complexity of the laser manufacturing system on the example of a laser ablation station.
It often consists of several hardware devices manually programmed and operated to
master a specific laser process job.

We proposed a reinforcement learning framework to automate the manual configuration
and calibration of the devices in the system to guarantee process completion. We treated
the laser system as a robot consisting of different independent components that can
interact with the environment in a trial-error manner. Additionally, we suggested the
usage of transfer learning for the faster accomplishment of a complex task and facilitated
adaptation to environmental changes.

For convenient development and RL agent integration, we encapsulated every hardware
into a separate service and introduced a fully distributed system with a robust develop-
ment platform. We introduced the most common laser-based system, including the laser
scanner and movable stages, where we trained two separate agents to learn to control
them to reach arbitrary goal targets using Hindsight Experience Replay. As a result, the
calibration between the camera and each hardware device is successfully automated.

We combined laser scanner and movable stages in a single system and trained the agent
to control the devices optimally for a continuous laser process when the scanner range
is dramatically limited. As a result, HER does not solve the task for multiple arbitrary
goals with shaped rewards, which led us to restrict our objectives to static targets within
the environment. We successfully trained the agent in simulation to learn how to control
the laser scanner and movable stages to localize a single target most efficiently.

We evaluated the applicability of transfer learning on a set of experiments of leveraging
the knowledge from different tasks learned in the past to accomplish the new one faster.
In most cases, we witnessed a slight acceleration in the learning process and higher, but
similar convergence values, however the trained agents with transfer do not outperform
the agent, that learns the task from scratch. Nevertheless, transfer learning significantly
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proved its benefit in quicker adaptation to environmental components repositioning and
changes.

Unfortunately, there are still open issues of resolving the optimization problem in a
multi-goal environment and finding a suitable transfer method for utilizing several ex-
pert policies simultaneously. Nevertheless, our platform showed that reinforcement
learning perfectly fits such a distributed laser system. The presented decomposition
of small tasks with leveraging each other’s knowledge can help solve even more chal-
lenging problems faster and more efficiently than manual work applications. We built a
robust framework as a base for future examinations of transfer reinforcement learning
in more challenging systems and harder laser tasks.

The results of the current research show potential of transfer reinforcement learning in
laser manufacturing as a tool for autonomous operation of different devices to reduce
the complexity of the manual work in a multi-step laser process.
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A. Simulated Environment
Dimensions

The experiment conducted on the real-life machine was performed on Ubuntu Server
Intel(R) i-7 3630QM 3.4 GHz 8 CPU and 8GB of memory. The further trainings in
simulation were executed a Windows computer Intel(R) Core(TM) i7-6500U CPU @

2.50GHz.

The code of all experiments can be accessed vial the link [44].

A.1. Simulated Environments Dimensions

Component Initial Environment Changed Environment
Window size [1200, 700] [1200, 700]
Camera view dimen- | A = (300, 200) A = (240, 140)
sion B = (400, 500) B = (340, 460)
C = (750, 500) C =(710, 460)
D = (850, 200) D = (810, 140)
Scanner field dimen- | A = (400, 200) A = (420, 220)
sion B = (600, 200) B = (580, 220)
C = (600, 400) C =(580,380)
D = (400, 400) D = (420, 380)
Initial laser position [500, 300] (px) [500, 300] (px)
Object material A = (50, 50) A = (50, 50)
B = (50, 650) B = (50, 650)
C = (1150, 650) C = (1150, 650)
D = (1150, 50) D = (1150, 50)

Table A.1.: Dimensions of simulated environments
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B. Calibration Tasks

In the current appendix we give the hyperparameter details for conducted experiments.
We used the following reinforcement learning model parameters:
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learning rate: learning rate for Adam optimizer
gamma: the discount factor
tau: the soft update coefficient

replay buffer: number of past experiences to save and sample later (used in every
off-policy algorithm)

batch size: number of elements to sample from the replay buffer

policy: a mapping from perceived states of the environment to actions to be taken
when in those states

neural network architecture: network sizes for actor, critic and target critic

learning starts: the number of experiences to collect in a buffer before the learn-
ing starts

number of sampled goals: number of virtual transitions to create per real transi-
tion, by sampling new goals with Hindsight Experience Replay (HER)

goal sampling method: a strategy of sampling goals from the buffer with HER
max episode steps: the length of an episode

online sample: sample HER transitions online



B.1. Environmental Details

Parameter

Value

laser_action_space

x = [-5000, 5000], y = [-5000, 5000] (mm)

init_scanner_pos

[0, 0]

scaling_factor [0.02, 0.02]
translation [500, 300] (px)
reward_type shaped
max_episode_length 3

training

True if training; False otherwise

distance_threshold

0.03

Table B.1.: ScannerReach environmental parameters

Parameter

Value

axes_action_space

x = [-50, 50], y = [-25, 25] (mm)

init_stages_pos

[0, 0]

scaling_factor [5.5, 6]

laser_beam_position [500, 300] (px)

reward_type shaped

training True if training; False otherwise
distance_threshold 0.03

Table B.2.: StagesReach environmental parameters
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B.2. Training Details

Hyperparameter ScannerReach StagesReach
policy MultilnputPolicy | MultilnputPolicy
replay_buffer HerReplayBuffer | HerReplayBuffer
n_sampled_goal 4 4
goal_selection_strategy future future
online_sampling True True
learning_rate 0.001 0.001
learning_starts 500 500

gamma 0.95 0.95

batch_size 64 512

neural_network_architecture

[256, 256, 256]

[256, 256, 256]

max_episode_length

3

5

Table B.3.: Reinforcement learning model’s hyperparameters

76




C. Complex Task

C.1. Environmental Details

Parameter

Value

laser_action_space

x = [-5000, 5000], y = [-5000, 5000] (mm)

axes_action_space

x = [-50, 50], y = [-25, 25] (mm)

scaling_scan_factor

[0.02, 0.02]

scaling_stages_factor [5.5, 6]
translation [500, 300] (px)
reward_type shaped
max_episode_length 10

training

True if training; False otherwise

Table C.1.: ComplexReach environmental parameters

C.2. Training Details
Hyperparameter Value
policy MultilnputPolicy
replay_buffer HerReplayBuffer
n_sampled_goal 4
goal_selection_strategy future
online_sampling True
learning_rate 0.001
learning_starts 1000
gamma 0.95
batch_size 256
neural_network_architecture [256, 256, 256]
max_episode_length 10

Table C.2.: Reinforcement learning model’s hyperparameters
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C.3. StagesToFieldReach Training Details

Hyperparameter Value

policy MultilnputPolicy
replay_buffer HerReplayBuffer
n_sampled_goal 4
goal_selection_strategy future
online_sampling True
learning_rate 0.001
learning_starts 1000

gamma 0.95

batch_size 256
neural_network_architecture [256, 256, 256]
max_episode_length 5

Table C.3.: Reinforcement learning model’s hyperparameters

C.4. Transfer Details

Hyperparameter Q-value transfer PRQL

policy MultilnputPolicy MultilnputPolicy

replay_buffer SAC buffer SAC buffer

learning_rate 0.001 0.001

learning_starts 10 10

gamma 0.95 0.95

batch_size 64 64

neural_network_architecture || [256, 256, 256] [256, 256, 256]

max_episode_length 10 10

transfer_model ScannerReach or | Policy Library:
StagesToFieldReach ScannerReach and

StagesToFieldReach

Table C.4.: Training ComplexReach with the use of transfer learning
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C.5. New Transformation Values for a Modified
Domain

We changed the location of the camera to assess the profitability of transfer learning to
accelerate the agent’s adaptation to a new domain using the knowledge from the past.
New transformation values between devices and a camera image are:

» scanner_factor: [0.016, 0.016]
e scanner_translation: [500, 300]

* stages_factor: [5.7, 6.4]
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